Stat 4950 Week 9 Homework:  Tire Pressure Study.

As a practicing statistician, you frequently will encounter data that requires much more time spent preparing data than you may spend analyzing data.  This is quite unlike what you find in a typical class exercise, where the data already have been “sanitized” so more effort can be spent learning new analytical techniques.  

In this exercise, you will be working with a real world data set from the National Highway and Traffic Safety Administration.  Your goal is to find factors that can explain under-inflation in tire pressure using the available data.   To do this, you will need to 1) read enough of the relevant documentation to make sense of the data and to familiarize yourself with the variables and their names 2) read the data sets into SAS and 3) merge the data sets and 4) perform a multiple regression analysis.

All of the documents were downloaded from:

http://www-nrd.nhtsa.dot.gov/departments/nrd-30/ncsa//AvailInf.html#
under the Research Notes and Data Files & High Interest Cases drop down sections.

1.  Create a folder on your c: drive consisting of your last name.  If your name is Jane Doe, create c:\doe

2.  Download the data sets tires.sd2 and vehicle.sd2 to your newly created folder.

3.  The data is provided in a SAS version 6 format (note the sd2 extensions).  To successfully read this data with SAS Version 8, you need a libname statement.  First, create a permanent data set called tire using libname (see pgs 305-307 of Cody and Smith) and the folder from #1.  

Next, modify the libname statement to read a version 6 file.  (See the SAS OnlineDocs or

http://jeff-lab.queensu.ca/stat/sas/sasman/sashtml/win/zatalibs.htm under the section entitled “Assigning Engines”).

4.  Print the first ten observations of both the tires and vehicle data sets.  Use a title statement that says ‘First Ten Observations of Tires’ or ‘of Vehicle’ as appropriate.

5.  The case number variable, caseno, uniquely identifies each vehicle.  The tires data set contains four entries with the first case number, where each entry identifies the location of each tire on the vehicle.  This data set consists primarily of measurements and observations from the survey scene.  The vehicle data set only contains one entry for each case number, and it consists of not only observations from the survey site, but also manufacturer’s specifications for a given vehicle type (gathered from authoritative sources).  Use a merge statement to merge the vehicle and tires data sets by the case number and call the new data set merged.  (See pgs 321-322 of Cody and Smith).  How many observations do tires, vehicle, and merged have?  Hint: the number of observations in tires should equal the number in merged.

6.  Examine a few lines of your merged data set.  Create a new variable called diff that depicts the under or over-inflation of tires.  To do this, you will need to compute the difference between the observed tire pressure and the recommended tire pressure.  Be sure that a positive value of diff represents over-inflation and a negative value represents under-inflation.  

Furthermore, to compute the difference, you need to distinguish between front and rear tires since the manufacturer’s recommendation may vary by tire location.  To distinguish between front and rear, you will have to use a substr statement (see pgs 366 and 369 of Cody and Smith) within an if then else statement (see pgs 70-72 of Cody and Smith) to perform a logical comparison.  Use the documentation to determine which variable contains the physical location of each tire on each vehicle and use that variable for your substr statement.  

So, to create the diff variable, your code should behave as follows:  if the tire is a front tire, then diff equals the difference between the recommended front tire pressure and the observed front tire pressure, else if the tire is a rear tire, then diff equals the difference between the recommended rear tire pressure and the observed rear tire pressure.  

7.  Create a variable in merged called veh_age that shows the age (in years) of each vehicle.  Hint: Use the documentation to find which variable contains the model year of each vehicle and use that variable to compute veh_age.  Use the label statement to create a description for veh_age called ‘vehicle age’.  (See pgs 63-65 of Cody and Smith).

8.  Perform a multiple regression using the following variables and print your results: 

d06 d07 d08 d12 d13 d15 veh_age v08 temp t05
To do this correctly, you will need to add the following statement within PROC REG on its own line (see the Online Docs for more information):

weight wgt;

This is because each observation is a probability-weighted sample from the larger population of vehicles.  The weight statement adjusts the impact of each observation according to the value of the wgt variable.  (If the wgt variable were equal to 1 for each observation, then each observation would be equally weighted, and hence the weight statement would be unnecessary).

Within PROC REG, also use the following statement:


where d06 ne 5 and d12 ne 6;
9.  Why was the where clause included in the previous question?  Hint: Look at the variable definitions in the documentation.

10.  Perform a regression using the same predictors, this time using a stepwise regression, and print your results.  (Again, use the weight statement and where clause).  Interpret the results of the stepwise regression.  Describe the effectiveness of the model using the F statistic and the R2 results.  

11.  Assume that v08 is an ordinal categorical variable and look up how it is coded within the documentation.  What does the sign of the parameter estimate suggest about the relationship between vehicle size and under-inflation?  

12.  Before looking at the results, would you expect the number of miles traveled just prior to the vehicle inspection to affect tire inflation?  Explain how the results agree or disagree with your intuition.

13.  Do you think that the ambient air temperature would affect tire inflation?  Explain how the results agree or disagree with your intuition.

14.  Print your program code and the SAS log results.  Before printing the log, clear the log, run your program, and then print the log.  (You may ignore the error generated by re-running the libname statement).

